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Issues in Text-to-Speech Conversion for Mandarin
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Abstract

Research on text-to-speech (TTS) conversion for Mandarin Chinese is a much
younger enterprise than comparable research for English or other European languages.
Nonetheless, impressive progress has been made over the last couple of decades, and
Mandarin Chinese systems now exist which approach, or in some ways even surpass
in quality available systems for English. This article has two goals. The first is to
summarize the published literature on Mandarin synthesis, with a view to clarifying
the similarities or differences among the various efforts. One property shared by a
great many systems is the dependence on the syllable as the basic unit of synthesis.
We shall argue that this property stems both from the accidental fact that Mandarin has
a small number of syllable types, and from traditional Sinological views of the
linguistic structure of Chinese. Despite the popularity of the syllable, though, there are
problems with using it as the basic synthesis unit, as we shall show. The second goal
is to describe in more detail some specific problems in text-to-speech conversion for
Mandarin, namely text analysis, concatenative unit selection, segmental duration and
tone and intonation modeling. We illustrate these topics by describing our own work
on Mandarin synthesis at Bell Laboratories. The paper starts with an introduction to
some basic concepts in speech synthesis, which is intended as an aid to readers who are
less familiar with this area of research.

Keywords: Chinese speech synthesis, text analysis, concatenative units, duration,
tone and intonation.

PART ONE: A GENERAL OVERVIEW

1. Introduction

Text-to-speech synthesis — TTS — is the automatic conversion of a text into speech that
resembles, as closely as possible, a native speaker of the language reading that text. In all
current TTS systems, the text is in a digitally coded format, such as ASCII for English,
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or Big 5 or GuoBiao (GB) for Chinese.! We take it as axiomatic that a complete
text-to-speech system for a language must be able to handle text as it is normally written
in that language, using the standard orthography. Thus, a TTS system for Chinese that
can only accept input in pinyin romanization is not a true TTS system. More generally,
text contains input besides ordinary words. A typical Chinese newspaper article may
contain numbers written in Arabic numerals, percentages and dollar amounts,
non-Chinese words written in Roman orthography, and so on. A full text-to-speech
system must be able to do something reasonable with these kinds of input also.

A closer examination of the problem of converting from text into speech reveals that
there are two rather well-defined subproblems. The first is text-analysis, or alternatively
linguistic analysis. The task here is to convert from an input text, which is usually rep-
resented as a string of characters, into a linguistic representation. This linguistic rep-
resentation is usually a complex structure that includes information on grammatical
categories of words, accentual or tonal properties of words, prosodic phrase information,
and of course word pronunciation. The second problem is speech synthesis proper,
namely the synthesis of a (digitally coded) speech waveform from the internal linguistic
representation.

The artificial production of speech-like sounds has a long history, with documented

mechanical attempts dating to the eighteenth century.> The synthesis of speech by
electronic means is obviously much more recent, with some early work by Stewart

[Stewart 1992] that allowed the production of static vowel sounds.? Two inventions,
both from Bell Laboratories, helped initiate the modern work on speech synthesis that
eventually led to the speech synthesizers that we know today. The first was the "Voder",
by Homer Dudley, which was an electronic instrument with keys that allowed a skilled
human operator to select either a periodic (voiced) source (for sonorant sounds), or a
noise source (for fricative sounds); keys were also available for controlling a filter bank
to alter the spectrum of the 'vocal tract' to approximate different vowel sounds, as well as
some controls to produce stops; fundamental frequency (FO) was controllable by a foot
pedal. Demonstrated at the 1939 World's Fair, the Voder clearly demonstrated the

! Of course, it is possible to hook a TTS system up to an optical character recognition system so that the
system can read from printed text; but this does not affect the point, since the output of the OCR system
will be a digitally coded text that serves as the input to the TTS system.

2 For example, there was a mechanical device attributed to von Kempelen (1734—1804).

3 Much of the historical data reviewed in this section is culled from Dennis Klatt's review article
[Klatt 1987], which is highly recommended for anyone wishing to learn more about the history and
problems of speech synthesis from its inception to the late eighties.
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potential of the electronic production of speech. The second invention was the sound
spectrogram [Potter et al. 1947], which for the first time gave a representation of speech
that allowed researchers to discover robust acoustic correlates of articulatory patterns,
and made it possible to conceive of automatically generating speech by rule. This second
invention in particular was instrumental in the development of the so-called source-filter
theory of speech production [Fant 1960], upon which most modern work on synthesis
depends: simply put the source-filter theory states that speech can be modeled as one or
more periodic or noise sources (the glottis or in the case of fricatives, a constriction),
which are then filtered by an acoustic tube, namely the vocal tract (sometimes coupled
with the nasal tract) from the point of the source onwards to the lips.

The three modern approaches to synthesis, namely articulatory synthesis, formant
synthesis, and concatenative synthesis, have a roughly equally long history: the earliest
rule-based articulatory synthesizers include [Nakata and Mitsuoka 1965, Henke 1967,
Coker 1968]; the earliest rule-based formant synthesizer was [Kelly and Gerstman 1961];
and the concept of diphone concatenation was discussed in [Peterson ez al. 1958] with the
first diphone-based synthesizer reported being [Dixon and Maxey 1968]. We discuss
these different approaches in somewhat more detail in the next section.

Text-analysis for speech synthesis has a much shorter history. One of the first
systems for full text-to-speech conversion for any language — and certainly the best
known — was the MITalk American English system. Although a full description was
only published in 1987 [Allen et al. 1987], the work was actually done in the seventies.
MITalk was capable not only of pronouncing (most) ordinary words correctly, but it also
dealt sensibly with punctuation, numbers, abbreviations and so forth. MITalk was also
significant in setting an important precedent: the approach taken to such problems as
morphological analysis and grapheme-to-phoneme conversion was linguistically very
well informed, with the approach modeled to a large extent on The Sound Pattern of
English [Chomsky and Halle 1968]. The input of linguistic knowledge into TTS systems
has remained high, and few people would seriously try to construct a full working TTS
system based on a pure 'engineering' approach. Lamentably the comparable point cannot
be said of speech recognition, where to this day linguistics has had little practical impact,
and where the most sophisticated linguistic models incorporated in many systems are
pronunciation dictionaries — which are often derived from a TTS system! Since MITalk,
full TTS systems have been constructed for many languages, with several systems,
including DECtalk, Lernhout & Hauspie, Berkeley Speech, Infovox and the Bell Labs
system, being multilingual.

The purpose of this paper is to review the problems of text-to-speech conversion as






